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A Note from the Editor

Artificial Intelligence and the Future of Policy Scholarship

Artificial intelligence calls for more than a revision of editorial rules. It invites a broader reconsideration of
how policy knowledge is produced, evaluated, and communicated. For the Policy Studies Journal (PS]), the
central question should not be confined to whether Al is permissible or how its use should be restricted. It
is how we can harness its evolving capabilities to advance policy theory, strengthen empirical inquiry, and
improve peer review and scholarly communication. Ethical safeguards remain indispensable, but our
response should place greater emphasis on cultivating Al's constructive potential rather than treating its
integration primarily as a problem of compliance.

For policy scholarship, that potential extends beyond efficiency. Al's value should be assessed in relation to
our substantive and theoretical objectives: refining concepts, developing and evaluating explanations of
policy processes, and examining the beliefs, narratives, and institutional arrangements through which
policy problems are defined and addressed. The appropriate benchmarks are conceptual precision,
evidentiary rigor, interpretive depth, and contributions to cumulative policy knowledge, not technological
novelty or speed alone. The opportunity is to expand the scope and ambition of policy inquiry while
strengthening the epistemic standards through which scholarly claims acquire credibility.

Realizing this potential is a collective governance challenge, not an undertaking that individual journals can
resolve through editorial policies alone. Publishers, scholarly societies, editors, authors, reviewers, and
universities occupy interdependent positions in the production and validation of knowledge, yet their
incentives, capacities, and responsibilities differ. For PS], meaningful progress calls for sustained
engagement among the Policy Studies Organization (PSO), Wiley, PS], and other PSO journals, and the
wider policy research community. The objective should be to coordinate expectations, develop shared
capabilities, and learn from experience without presuming that a uniform approach will serve every
institutional role or research context.

Higher education institutions are integral to this undertaking. Preparing the next generation of policy
scholars requires more than technical proficiency with Al It requires substantive expertise, theoretical
reasoning, methodological discernment, and independent judgment. We should therefore ask how Al can
deepen scholarly learning and expand analytical capability without allowing the production of persuasive
outputs to substitute for the intellectual processes through which expertise develops. Research training,
publication practices, and scholarly evaluation should be considered together rather than as separate
domains of adaptation.

The articles highlighted in this pack connect practical methodological guidance with broader reflection on
Al's epistemic possibilities. They offer a starting point for a collective agenda that places responsible
innovation at the center of policy scholarship while sustaining its rigor, accountability, and relevance. Our
task is not merely to regulate the presence of Al, but to cultivate the intellectual and institutional capacity
to use it well.

Geoboo Song
Editor-in-Chief
Policy Studies Journal
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ABSTRACT

The integration of large language models (LLMs) into public policy research presents both exciting opportunities and method-
ological challenges. This research note explores how OpenAlI's GPT can be used to semi-automate the annotation of legislative
testimony within the Advocacy Coalition Framework, focusing on emotion-belief dyads. Building on Emotion-Belief Analysis,
we demonstrate how GPT can assist in identifying these complex constructs under human supervision. Our contributions are
threefold: (1) we provide practical guidance for applying LLMs to publicly available textual data, (2) we propose a semiautomated
workflow that strengthens conceptual clarity, transparency, consistency, replicability, and accessibility, and (3) we reflect on the
ethical and methodological implications of LLM-assisted research. As LLMs continue to advance, this research note aims to help
scholars balance innovation with rigor and integrate these tools responsibly into policy research, offering lessons that extend to
the study of frames, discourses, narratives, and other ideational dimensions of policymaking.
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RESUMEN

La integracion de modelos de lenguaje a gran escala (LLM) en la investigacion de politicas publicas presenta oportunidades inte-
resantes y desafios metodologicos. Esta nota de investigacion explora como se puede utilizar GPT de OpenAlI para automatizar
parcialmente la anotacion de testimonios legislativos dentro del Marco de Coalicion de Defensa, centrandose en diadas emocion-
creencia. Partiendo del Andlisis Emocion-Creencia, demostramos como GPT puede ayudar a identificar estas construcciones
complejas bajo supervision humana. Nuestras contribuciones son triples: (1) proporcionamos orientacion practica para aplicar
LLM a datos textuales disponibles publicamente, (2) proponemos un flujo de trabajo semiautomatizado que fortalece la claridad

This is an open access article under the terms of the Creative Commons Attribution License, which permits use, distribution and reproduction in any medium,
provided the original work is properly cited.
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conceptual, la transparencia, la coherencia, la replicabilidad y la accesibilidad, y (3) reflexionamos sobre las implicaciones éticas

y metodolégicas de la investigacién asistida por LLM. A medida que los LLM contintian avanzando, esta nota de investigacion

tiene como objetivo ayudar a los académicos a equilibrar la innovacién con el rigor e integrar estas herramientas de manera

responsable en la investigacion de politicas, ofreciendo lecciones que se extienden al estudio de marcos, discursos, narrativas y

otras dimensiones ideacionales de la formulacion de politicas.

1 | Introduction

Recent years have seen growing scholarly interest in large
language models (LLMs), particularly their use for annotat-
ing qualitative data such as social media posts, policy docu-
ments, meeting minutes, and speeches. These data are crucial
for public policy research: they provide insight into policy
processes and outcomes that are difficult to capture through
quantitative approaches, serving as the foundation for theory
building, hypothesis development, and mixed-method designs
(Churchill et al. 2025, 1). Digitalization has dramatically ex-
panded their availability (Anglin et al. 2025, 2), but the capac-
ity to annotate them systematically has not grown at the same
rate. As a result, an emerging body of studies has tested LLMs,
particularly OpenAl's Generative Pretrained Transformer
(GPT) family, on various text annotation tasks, ranging from
ideology scaling on party manifestos (Ornstein et al. 2025)
to the identification of policy narratives in tweets (Anglin
et al. 2025).! These studies find that GPT's annotations match
human coding to a high degree—whether measured as accu-
racy against a benchmark or intercoder agreement—at a frac-
tion of the cost.?

The use of LLMs thus promises to address a longstanding
challenge in political science: the manual annotation of qual-
itative data—central to research in public policy and many
other subfields—is time-consuming, labor-intensive, expen-
sive, and difficult to scale (Churchill et al. 2025, 2). Human
coders are also vulnerable to fatigue, which increases the
likelihood of errors, while their interpretations of categories
and rules may shift over time, reducing consistency (Zhang
and Wildemuth 2009, 322). Existing tools for automatic an-
notation offer limited relief: commercial software often func-
tions more as document repositories due to inefficient design
and high costs, while machine learning approaches demand
programming expertise that many researchers lack (Churchill
et al. 2025, 2).

The burgeoning literature on the use of LLMs for text anno-
tation primarily centers on testing validity and benchmark-
ing results. Notable exceptions include studies that introduce
pretest strategies, compare prompting approaches across mod-
els, and propose frameworks for reflexive and iterative en-
gagement with LLMs (Churchill et al. 2025; Than et al. 2025;
Ibrahim and Voyer 2026). Yet practical guidance on the spe-
cific decisions researchers face at each stage of the annotation
task—from data preparation and prompt design to parameter
configuration and human review—remains limited. Our first
contribution is to fill this gap by identifying, structuring, and
explaining the key criteria that shape these decisions. We il-
lustrate their application by documenting our use of GPT
to annotate qualitative data within the Advocacy Coalition

Framework (ACF), one of the leading theories of the policy
process. We then distill the lessons learned into generalizable
guidelines for use beyond this specific context.

At the same time, Churchill et al. (2025) frame the value of
using LLMs primarily in terms of efficiency: when pretests
show lower accuracy, a more extensive review of their output is
required, which reduces time and cost savings. What remains
less explored is whether GPT is still worth employing under
such conditions, which, as the authors note, become more
likely with complex annotation tasks. Building on this, our
second contribution is to propose a semiautomated approach
to text annotation that can be valuable even when pretests
indicate only moderate accuracy. In such cases, GPT cannot
operate autonomously but can serve as a supervised research
assistant, offering benefits beyond efficiency and scalability:
it strengthens conceptual rigor by requiring explicit coding
rules; enhances transparency, traceability, and auditability of
the workflow; improves consistency by reducing coder fatigue
or drift; supports replicability through full documentation of
prompts, codebooks, parameters, and model snapshots; and
increases accessibility for individual researchers.

Lastly, we reflect on the ethical aspects of relying on LLMs for
text annotation, aiming to provide public policy researchers
with a realistic account of the opportunities and limits of LLM-
assisted annotation. To facilitate adoption and replication, we
also make all code, data, codebook, prompt, and results avail-
able in an online repository.3

2 | Our Application: Beliefs and Emotions in the
Advocacy Coalition Framework

To demonstrate the potential and limitations of LLM-assisted an-
notation, we apply OpenAI's GPT to work on the ACF (Jenkins-
Smith and Sabatier 1993; Nohrstedt et al. 2023). Specifically, we
illustrate how the model can serve as a tool for ACF scholars
to semi-automate the identification of key coalition indicators,
namely beliefs and the emotions attached to them. While the
choice of framework reflects the authors' familiarity with it,
the application is intended as an illustration: the workflow and
lessons derived from it can be extended to other theories and
analytical tasks.

Beliefs are a cornerstone of the ACF. They act as “the primary
perceptual filter for actors in a policy subsystem to determine
their [..] allies and opponents” (Weible and Sabatier 2005,
183), and shared beliefs serve as the “glue” for coalitions
(Weible and Ingold 2018, 327). The ACF conceptualizes belief
systems as hierarchical. At the broadest level are “deep core
beliefs,” which encompass fundamental normative values
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and worldviews, such as views on human nature, social jus-
tice norms, and the prioritization of values like freedom and
equality. These beliefs can span multiple policy subsystems.
Shaped by deep core beliefs, “policy core beliefs” are policy-
specific and involve normative and empirical views within a
particular policy subsystem. Examples are assessments of the
seriousness of the problem, its causes, and perceived policy
impacts. Finally, “secondary beliefs” concern the concrete
policy instruments necessary to achieve the objectives defined
by policy core beliefs (Nohrstedt et al. 2023, 133). The ACF
views policymaking as a process in which coalitions compete
to translate their beliefs across all three tiers into public policy
(Henry et al. 2022, 106).

Textual belief measurement in ACF research has a long tradi-
tion, starting with Jenkins-Smith and Sabatier (1993), which
provides a blueprint for identifying and coding beliefs in leg-
islative testimony. Most subsequent ACF applications build on
this, and while coding schemes vary, they typically involve two
components: the belief itself (e.g., equity) and the actor’s stance
toward it (e.g., support or opposition). Coalitions can then be
mapped by comparing these stances on specific belief expres-
sions (Heikkila et al. 2014).* Recent work has expanded the
ACF's analytical scope by incorporating affective dimensions
of positionality through Emotion-Belief Analysis (EBA). EBA
captures the emotions expressed through belief statements,
providing a more fine-grained picture of positionality than sim-
ple pro/anti distinctions (Fullerton et al. 2024; Fullerton and
Weible 2024; Gabehart 2025). Emotions are organized into an-
alytically distinct categories—such as anger, carelessness, dis-
may, fear, affinity, compassion, and trust—that can be attached
to different belief types. For instance, the statement “I want the
children of Arkansas to know that we stand with them” conveys
an emotional affinity for children's health and welfare (a policy
core belief). These discrete emotions can also be aggregated into
two diffuse orientations—negative (anger, carelessness, dismay,
fear) and positive (affinity, compassion, trust)—to test hypothe-
ses about how they shape coalition membership and policy posi-
tions (Fullerton and Weible 2024).

Empirically, ACF research has relied on two main data sources:
surveys or interviews with policy actors, and documents, such
as speech transcripts and policy briefs, containing actors’ unso-
licited statements (Henry et al. 2022, 109-10). Because much of
this material is qualitative, text annotation has become a central
tool for identifying beliefs (Jenkins-Smith and Sabatier 1993;
Sabatier and Brasher 1993; Heinmiller 2024) and actors' po-
sitionality and emotions toward them (Fullerton et al. 2024;
Fullerton and Weible 2024).

In our application, we use the publicly available data underlying
Fullerton and Weible's (2024) EBA to illustrate how LLMs can
assist in identifying belief~emotion dyads. This task requires
interpretive sensitivity, as it entails linking what actors believe
to how they feel about those beliefs. Whereas beliefs are often
articulated in explicit, propositional terms, emotions are fre-
quently implicit—embedded in tone, metaphor, or evaluative
framing—making them considerably more difficult to detect.
This research note illustrates how GPT can perform such a com-
plex task under human supervision, advancing the methodolog-
ical toolkit available for public policy research.

3 | Applying GPT to the Annotation Task:
Step-By-Step Guide

In this research note, we use transcripts of 52 public testimo-
nies from five legislative hearings held between March 9 and
April 6, 2021, on Arkansas House Bill 1570, which bans gender-
affirming care for transgender minors.> Figure 1 provides an
overview of the four-step workflow described in this section.

3.1 | First Step: Preparation of the Data

The transcripts are “messy”—they contain grammatical and or-
thographic errors—but we chose to keep them in their original
form. While cleaning the data might have produced smoother
input for the model, it would also have been time-consuming and,
more importantly, would have altered the original text, risking
bias. The only modification was to automatically add the hearing
name and speaker to each segment, providing a clear marker for
the model to recognize the start of the annotation task.

GPT operates with a fixed context window, meaning the max-
imum number of tokens (words, punctuation, or symbols) it
can process in a single request (OpenAl 2025a). This window
must accommodate the full prompt (including the codebook
with all definitions, examples, and instructions) and the text
to be annotated, thereby constraining the complexity and
length of both.® When the input approaches this limit, the
model may truncate or lose track of earlier parts of the text,
compromising consistency and accuracy. To address this, we
parsed the transcripts into short paragraphs. For the length
of our prompt, paragraphs of up to about 3000 characters (in-
cluding spaces) could be processed without difficulty. If un-
sure, we recommend conducting a few tests to determine the
optimal text length.

Key takeaway 1. The text to annotate should be split into
manageable chunks that balance the length of the prompt with the
model’s context window.

3.2 | Second Step: Prompt Engineering

Developing the prompt may be the most crucial step, as
its structure significantly influences GPT's performance
(Microsoft 2025). In our experience, this stage proved the most
time-consuming, requiring extensive fine-tuning and experi-
mentation with various linguistic formulations. Indeed, direct,
precise wording produces far more accurate results than vague
or “fluffy” language (OpenAI 2025b). We echo Tornberg's (2023,
4) recommendation of conducting multiple rounds of test coding
to refine the prompt before final implementation.”

Key takeaway 2. Prompt refinement is iterative. Multiple
rounds of test coding are crucial for ensuring that instructions are
both interpretable by the model and aligned with the researcher’s
annotation goals.

We engineered a prompt that contains the four key elements
also recommended by Churchill et al. (2025, 5): a description

Policy Studies Journal, 2026
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Step 1. Data preparation
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Minimal cleaning and, if needed, add metadata

Parse into chunks (up to about 3,000 characters)
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Step 2. Prompt engineering
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Design instructions, codebook, and output format
Include human-coded examples (few-shot learning)

Iterative test coding and prompt refinement

¥

Step 3. Model configuration

Set temperature and top-p based on task complexity

Test and select model version (fixed snapshot)
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Step 4. Reviewing the output
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Calibrate scope of review based on pretests
Evaluate LLM coding (correct / partial / incorrect)
Identify error patterns to guide oversight

Address coding errors (correct, exclude, or recalibrate)

\. J
Annotated output

FIGURE1 | Semiautomated text annotation workflow.

of the data, the annotation task, examples, and the material
to be annotated. In terms of ordering, we followed OpenATI's
best practices and began with the instructions, break-
ing down a complex task into simpler, sequential subtasks
(OpenAI 2025b). The model does not retain information

across requests (Churchill et al. 2025, 6), so the full prompt—
including instructions and codebook—must be resubmitted
along with the text to be annotated each time. We instructed
the model to first segment the text into complete sentences,
which typically serve as coding units in EBA (Fullerton
et al. 2024), and to extract the hearing name and speaker for
each unit. GPT was then asked to identify and code beliefs
and the corresponding emotions, treating each sentence as
contextually dependent on those immediately before and after
it. The annotations were to be returned in a structured table,
with each row containing one belief and its associated emo-
tion(s). If a sentence expressed more than one belief, each be-
lief-emotion dyad was to be reported in a separate row. When
multiple emotions were linked to the same belief, they were to
be listed within a single row, separated by semicolons. We in-
structed the model not to omit any sentences, including those
that were redundant, unclear, or lacked a belief or emotion.
This provides the researcher with a comprehensive overview
of the text when reviewing the model's annotation. Finally, to
increase consistency, we instructed GPT to apply a uniform
coding logic across all sentences.

Key takeaway 3a. Effective prompt design requires both the
inclusion of core components—a description of the data, the task,
examples, and the material to be annotated—and careful order-
ing, with clear instructions presented first.

Key takeaway 3b. Step-by-step instructions that specify both
the task and the output structure—including complete reporting
of all data—are essential for reliable annotation.

A description of the data to be annotated follows the instructions.
In our case, we provided the model with situational context about
the legislative hearings, specifying the content of House Bill 1570
to help anchor the task. After this description, GPT was pre-
sented with the codebook, which provides definitions of beliefs
and emotions along with criteria for identifying each. For exam-
ple, deep core beliefs are defined as overarching values, princi-
ples, and norms that apply across multiple policy issues, and GPT
is instructed to code as deep core those statements that express
them. The codebook also specifies subcategories within each be-
lief type, such as deep core beliefs about discrimination and policy
core beliefs about gender-affirming care. To help the model avoid
generating false responses, it is important to provide an “out”
(Microsoft 2025)—an alternative path if it cannot complete the as-
signed task. In our case, we included the option “None” when no
belief and/or emotion could be identified. To further improve cod-
ing accuracy, we provided “leading words” (OpenAI 2025b)—Kkey-
words and other linguistic cues—within the codebook, which act
as practical markers, guiding the model to identify specific codes
based on phrasing, themes, or patterns.

The final component of the prompt, before the text to be an-
notated, consists of human-coded examples—a technique
known as few-shot learning (Churchill et al. 2025, 5; Ornstein
et al. 2025, 265). These examples serve two purposes: they illus-
trate how abstract coding rules should be applied in practice and
demonstrate the exact output format expected from the model.
Providing even a few carefully chosen examples can substan-
tially increase annotation accuracy (Churchill et al. 2025, 5; see
also OpenAlI 2025b).
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Key takeaway 4. Providing situational context, clear defini-
tions with identification criteria, an explicit “out” option, leading
words, and human annotation examples enhances the accuracy
of GPT's text annotation.

3.3 | Third Step: Configuring Model Parameters

When configuring GPT to annotate text, two settings—tempera-
ture and top-p—shape the consistency and reliability of responses.
Temperature, ranging from 0 to 2, controls the randomness of the
output by influencing the probability distribution of potential word
choices. Lower values reduce randomness, making the output more
deterministic and therefore more replicable. Top-p, ranging from
0 to 1, determines the cumulative probability of words considered:
smaller values narrow the focus to high-probability options, while
higher values allow for more varied responses (Codeacademy, n.d.;
Microsoft 2025; Schulhoff 2025).8 We found no clear guidelines on
the optimal configuration of these parameters for text annotation,
but reasoned that it should depend on the nature of the data and
the complexity of the coding scheme.? Simpler tasks (e.g., binary
classification) may benefit from stricter controls with very low
temperature and top-p, whereas more complex tasks may require
slightly higher values to capture nuance without sacrificing too
much consistency.

Our task was moderately complex, as it required multi-class
coding—four deep core beliefs, six policy core beliefs, and eight
emotions—with some categories being semantically close to one
another. Furthermore, the testimonies frequently contained am-
biguous and implicit statements. Take, for instance, the follow-
ing sentences:

Even so after many conversations with my son,
I sought the advice and expertise of medical
professionals. The idea of consulting lawmakers
actually never occurred to me.

This bill is extremely harmful for transgender kids

and hormones are absolutely medically necessary.

These extracts illustrate the challenges the model faced: sar-
casm and subtle skepticism make the speaker's emotions dif-
ficult to decode, and statements can fall under multiple belief
and emotion categories. Such features demand parameter set-
tings that balance flexibility with reliability. We therefore set
the temperature to 0.2 and the top-p to 0.6. A temperature of
0 would have produced fully deterministic outputs, but our
tests showed that this came at the cost of missing meaning-
ful nuance, especially in sentences where beliefs or emotions
were expressed implicitly. Keeping top-p at its default value
of 1 risked introducing unnecessary randomness and incon-
sistency across runs. By lowering it to 0.6, we constrained the
model's focus to the most probable outputs while still allowing
flexibility to capture subtler interpretations. More generally,
since different configurations can affect performance, we rec-
ommend experimenting with multiple settings.!°

Key takeaway 5. Optimal parameter settings depend on
both task complexity and the nature of the text. Because different

configurations can yield different results, researchers should test
multiple settings before finalizing their choice and report them
transparently to enhance replicability.

Performance also depends on the model version (Churchill
et al. 2025, 5). We recommend testing different models and,
once the most suitable has been identified, using a fixed snap-
shot model to maintain consistency across runs and facilitate
replicability. For this research note, we used the GPT-4 snapshot
“gpt-4-0613.”1! Model selection should also account for cost,
since token prices vary across versions (Churchill et al. 2025, 5).
Reporting both the chosen parameters and model is essential for
transparency and replicability.!?

Key takeaway 6. Model choice matters. Researchers should
test different models on their data, then rely on fixed snapshot ver-
sions. The selected model snapshot should be reported transpar-
ently to facilitate replicability.

3.4 | Fourth Step: Reviewing the Output

Although prior studies (e.g., Heseltine and Clemm Von
Hohenberg 2024; Gilardi et al. 2023; Ornstein et al. 2025) have
demonstrated GPT's strong performance—whether measured
as accuracy or intercoder agreement—output quality cannot be
assumed. Indeed, performance depends on the data, task com-
plexity, model, and parameter settings. The extent of review can
be guided by small-sample pretests such as those proposed by
Churchill et al. (2025, 6): very high and consistent accuracy (i.e.,
low variability across samples) may justify limited or even no
checks, whereas lower or more variable performance warrants
systematic review, the scope of which remains a judgment call
for the researcher.

Key takeaway 7. Human review should complement ma-
chine annotation, with its scope calibrated to pretest results.

Since the purpose of this research note is to document the meth-
odological workflow and its outcomes, we opted to have one re-
searcher review the full output of 1611 coded statements, while
the other independently reviewed a random 20% subset (323
statements). The purpose of the second review was to validate
the full review, ensuring that the reported agreement rates are
not idiosyncratic to a single researcher's interpretation.!3 Both re-
searchers assessed whether GPT's already-completed coding was
correct, partially correct, or incorrect. Our evaluation, therefore,
constitutes a post hoc review rather than a validation against
an independently produced human-coded “gold standard.” To
formally assess agreement between the two researchers, we
computed Gwet's AC1, which is appropriate for highly skewed
category distributions (Gwet 2008). AC1 coefficients indicate
almost perfect agreement for beliefs (AC1=0.83, 95% CI [0.78,
0.87], p<0.001) and emotions (AC1=0.81, 95% CI [0.76, 0.86],
p<0.001), and substantial agreement for belief-~emotion dyads
(AC1=0.74, 95% CI [0.69, 0.79], p<0.001). Given this strong in-
dependent validation, we report results based on the full review.

When evaluated separately for beliefs and emotions, we
agreed with a substantial share of GPT's coding (Table 1). For
belief categories, full agreement—meaning the researchers
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TABLE1 | Humanreviewof GPT's annotations of beliefand emotion
categories—Rates of agreement, partial agreement, and disagreement
across all coded statements.

Belief Emotion
categories (%) categories (%)
Agree 79.02 77.16
Partial agreement 8.19 4.59
Disagree 12.79 18.25

TABLE 2 | Human review of GPT's annotations of belief-
emotion dyads—Combinations of agreement, partial agreement, and
disagreement across all coded statements.

Belief categories (%)

Partial
Agree agreement Disagree
Emotion categories (%)
Agree 67.29 4.16 5.71
Partial 0.87 3.35 0.37
agreement
Disagree 10.86 0.68 6.70

judged the model's identification to be correct—occurred in
79.02% of cases. Partial agreement (8.19%) occurred when the
researchers determined that a statement expressed multiple
beliefs, but GPT identified only some of them. Disagreement
(12.79%) indicates that the researchers judged GPT's coding
to be incorrect. The same logic applies to emotions, with
77.16% full agreement, 4.59% partial agreement, and 18.25%
disagreement.

Table 2 shows that, when beliefs and emotions were evaluated
together as dyads, accuracy dropped considerably. Full agree-
ment—cases where GPT's identification of both belief and emo-
tion was judged correct—occurred in 67.29% of statements.
Partial agreement was less frequent and varied by component:
the model identified only some beliefs expressed in a statement
but correctly captured the emotion in 4.16% of cases, whereas
the reverse occurred in 0.87%. Cases of partial agreement on
both dimensions accounted for 3.35%. Among the remaining
statements, GPT correctly identified only one component—ei-
ther emotion (5.71%) or belief (10.86%)—or was partially correct
on one dimension and incorrect on the other (0.68% and 0.37%).
Full disagreement on both dimensions occurred in 6.70%
of cases.

Overall, the review revealed three main areas where the model
underperformed. First, it struggled to code multiple belief-emo-
tion dyads within a single sentence, often capturing only one.
Second, it displayed a bias toward over-identifying policy core
beliefs concerning gender-affirming care, which accounted for
20.87% of all incorrectly coded beliefs. Third, it frequently failed
to detect any emotion at all, representing 27.55% of all emotion-
coding errors. Of these limitations, the first is the most concep-
tually significant because it raises the question of how “errors”

should be understood in LLM-assisted annotation. Many state-
ments were not incorrectly coded but incompletely annotated:
the model often captured valid belief-emotion pairs but failed to
identify all possible combinations. In EBA, when emotions serve
as indicators of actors' positionality, omitting an additional emo-
tion is not highly problematic, as a single affective cue already
reveals the speaker's stance toward the belief. For example, the
following statement articulates a policy core belief about gender-
affirming care and the suffering associated with it to evoke fear:

The doctor and the nurses had difficulty stopping the
bleeding from my new vagina. My artificial vagina
was packed with gauze and a sandbag was placed on
my lower abdomen.

Yet, when the aim is to capture a fine-grained picture of actors'
positionality or the complexity of their belief systems, partially
identified emotions and beliefs are more consequential. The
other two limitations—the bias toward certain beliefs and the
omission of emotions—are less conceptually significant but
still underscore the importance of human oversight. How re-
searchers handle such coding errors will depend on their re-
search objectives and the nature of the task. Several strategies
are available: manually correcting the output, which is typically
the fastest option when errors are few but becomes burdensome
as volume grows; excluding miscoded statements if the remain-
ing data are sufficient for their analytical purposes, though this
risks introducing selection bias if errors are not randomly dis-
tributed; or using the error patterns identified during review to
refine prompts or parameters and re-run the annotation, which
addresses systematic issues but requires additional time and re-
sources. The choice among these strategies is itself a judgment
call, shaped by the volume and distribution of errors, time and
resource constraints, and the goals of the analysis. Taken to-
gether, our findings highlight the need to calibrate expectations:
with complex annotation tasks, LLMs cannot be left to operate
autonomously, but they can still provide valuable support under
human supervision.

Key takeaway 8a. LLM errors tend to cluster around
specific task dimensions rather than occurring randomly.
Identifying these patterns during review can help researchers
understand the model’s limitations and allocate their oversight
accordingly.

Key takeaway 8b. The possible response to coding errors—
whether correction, exclusion, or recalibration—depends on the
research objectives, the nature of the errors, and the resources
available.

Finally, our validation relied on a second researcher's review,
but a key advantage of LLM-assisted annotation is that it enables
rigorous coding for individual researchers. For such cases, Than
et al. (2025) propose a validation strategy based on interprompt
and intermodel agreement—comparing outputs across different
prompting strategies and LLMs to assess reliability without ad-
ditional human reviewers.

Key takeaway 9. When an independent review by multiple
human researchers is not feasible, the reliability of LLM output
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can be assessed by comparing results across different prompts and
models.

4 | Promise and Precaution: Reflections on
LLM-Assisted Text Annotation

The application of LLMs such as OpenAI's GPT to text anno-
tation presents both limits and opportunities for public policy
research. Policy scholars rely on textual data that have grown
dramatically in volume and are, therefore, difficult to annotate
systematically by hand. In this context, LLMs hold consider-
able promise for improving efficiency and scalability. In this
research note, we provided a step-by-step guide for preparing
data, designing effective prompts, and calibrating model pa-
rameters—procedures essential to achieving accurate results.
Even so, the model's performance varies with task complexity
and data type, making human review of at least some of its out-
put indispensable. For complex annotation tasks, we therefore
recommend a human-centered approach, with the model acting
as a coder on a team rather than as a fully automated solution.
Under these conditions, the combined time spent on prompt de-
velopment, codebook refinement, and output review—which in
our case amounted to several hours—may considerably reduce
the efficiency gains of automation.

Text annotation through LLMs also raises important ethical
concerns, chief among them data privacy and confidentiality.
Researchers must understand how data processed through pro-
prietary APIs is handled and ensure compliance with institu-
tional and legal standards. While OpenALl states that user data
are not used for model training and remain encrypted, research-
ers have limited means to verify these safeguards (Churchill
et al. 2025, 13). We therefore strongly advise against using GPT
to annotate confidential or sensitive materials such as inter-
views, focus groups, or survey responses. Publicly available ma-
terials—such as websites, (some) social media posts, legislative
testimonies, or parliamentary debates—pose far lower risks.!*
These privacy concerns are not unique to OpenAlI: different pro-
viders operate under different standards that, at the time of writ-
ing, remain sparsely regulated. One way to mitigate them is to
use an open-source model, which can offer greater transparency
and data control (see Than et al. 2025 for a comparison of open-
source and proprietary LLMs for qualitative coding).!?

An additional ethical concern relates to bias. Because LLMs
are trained on large-scale internet data, their “knowledge” in-
evitably reflects the dominant cultural and linguistic patterns
of those sources (Churchill et al. 2025, 12). When applied to
tasks requiring the interpretation of implicit, context-dependent
language—such as identifying belief-emotion dyads—these bi-
ases may subtly shape which categories the model recognizes.
Researchers bear responsibility for understanding, monitoring,
and reporting such biases, just as they would for any form of
measurement error. They may also want to examine the dis-
tribution of errors across emotion valence, particularly when
working with sensitive or hostile language.

Beyond these limitations, our experience suggests that a semiau-
tomated approach can offer substantial benefits. Working with

GPT compelled us to articulate our codebook with far greater
precision than we might have otherwise, spelling out distinc-
tions—such as what distinguishes anger from dismay—that
human coders might take for granted. This process enhances the
conceptual rigor of the codebook and, in turn, the consistency
and replicability of the annotation. GPT's structured output,
which includes the entire text rather than only the annotated
excerpts, also makes the coding process easier to trace, verify,
and audit. Moreover, the model can process large volumes of
text without fatigue or shifting interpretations, maintaining a
consistent application of coding rules. Finally, GPT makes sys-
tematic annotation more accessible to researchers with limited
resources: when properly supervised, the model can serve as a
cost-effective research assistant, enabling a single researcher to
conduct rigorous coding that would otherwise require a larger
team. Crucially, realizing these advantages depends on what
Ibrahim and Voyer (2026) call “technological reflexivity”—a
commitment to critically reflecting on and transparently report-
ing how LLMs are used in the research process. Scholars should
provide sufficient detail—including prompts, parameters, and
coding procedures—to allow replication and scrutiny, and
whenever possible, share these materials through open reposito-
ries such as Zenodo or the Open Science Framework.

In conclusion, this research note contributes to methodological
innovation in public policy research by offering practical guid-
ance on how LLMs can support text annotation. While our ap-
plication focuses on identifying emotions and beliefs in an ACF
context, the lessons we draw can be relevant to any researcher
using textual data to study frames, discourses, narratives, and
other ideational dimensions of policymaking. As LLMs con-
tinue to evolve, public policy scholars stand to benefit from their
promise. These tools, however, are not a “magic wand” and
integrating them into established research practices requires
balance: used thoughtfully, they can extend what is method-
ologically feasible; mishandled, they risk undermining the very
quality, transparency, and integrity they are meant to support.

Endnotes

I More applications include sentiment analysis, tone classification, rel-
evance and stance detection, topical classification, frame detection,
ideology scaling, political affiliation classification, and hate speech
detection across social media posts, political ads, news articles, and
Congressional floor speeches (Gilardi et al. 2023; Huang et al. 2023;
Tornberg 2023; Heseltine and Clemm Von Hohenberg 2024; Ornstein
et al. 2025).

2 Intercoder agreement ranged from 80% (Huang et al. 2023; Ornstein
etal. 2025) to 97% (Gilardi et al. 2023), and accuracy from 59% (Gilardi
et al. 2023) to 93.4% (Tornberg 2023), with substantial variation
across tasks (see, e.g., Heseltine and Clemm Von Hohenberg 2024;
Gilardi et al. 2023).

3 All replication materials-code, data, codebook, prompt, and results-
are archived on Zenodo at https://doi.org/10.5281/zenodo.20763341.
The prompt, codebook, and an excerpt of the annotated output are
also available in the Appendix S1.

4The ACF acknowledges that text-as-data has limitations, as it is not
possible to distinguish whether the language is strategic or boiler-
plate. However, within the ACF tradition of belief measurement, ex-
pressed beliefs remain a reliable indicator for identifying coalitions
and assessing their stability.
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https://doi.org/10.5281/zenodo.20763341

5> All documents were written in English, the language in which GPT
performs better, though the model can also translate or annotate text
in other languages (Kuzman et al. 2023).

6 Other variables important in EBA—such as the narrator and the actor
to whom the emotion-belief dyad is ascribed—could not be included
in our codebook due to this constraint. We therefore focused on the
emotion-belief dyad as our main unit. Newer models with larger con-
text windows could accommodate these additional elements.

7 An account of the iterative codebook refinement process, with before-
and-after examples, can be found in the Appendix S1.

8 Even with temperature and top-p set to zero, GPT may not produce
identical outputs across runs, as small variations can arise from the
underlying hardware computations (Schulhoff 2025).

9 Gilardi et al. (2023, 4) recommend a low temperature for annotation
tasks—0.2 in their study—although they do not discuss the top-p
parameter.

10 An ablation-style comparison of alternative temperature and top-p
configurations can be found in the Appendix S1.

A comparison of alternative model versions can be found in the
Appendix S1.

12 OpenAl's GPT-5 and other high-reasoning models (e.g., o1, 03), does
not allow users to manually set parameters such as temperature or
top-p.

13 The proportion independently reviewed by a second researcher is
consistent with established practice in EBA applications (Fullerton
et al. 2024; Fullerton and Weible 2024).

14 An exception is news media data, which is typically copyrighted.

15 There are also environmental and societal concerns associated with
the use of LLMs, including the energy consumption of data centers
and the broader implications of large-scale model deployment. See
Ibrahim and Voyer (2026) for a full discussion.
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Supporting Information

Additional supporting information can be found online in the
Supporting Information section. Table S1: Top-p ablation: belief and
emotion coding, disagreement and partial agreement rates across three
testimonies. Table S2: Temperature ablation: belief and emotion cod-
ing, disagreement and partial agreement rates across three testimonies.
Table S3: Model comparison: belief and emotion coding, disagreement
and partial agreement rates across three testimonies.
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